Title: Practical Large Language Models (LLMs): Foundations and Applications
Abstract:
This introductory, practice-oriented course provides participants with a clear understanding of how modern large language models (LLMs) work and how to apply them effectively in real-world contexts. The course begins with an accessible overview of LLM fundamentals, including how models are trained, how they process information, and their current capabilities and limitations. Building on this foundation, participants will explore practical techniques such as retrieval-augmented generation (RAG), structured outputs using JSON schemas, and the use of tools and agentic workflows. Realistic examples will be drawn from pharmaceutical and biomedical domains, such as answering questions from scientific documents with citations. By the end of the course, participants will have the skills to build simple and interpretable LLM-based applications.
Learning Objectives
· Understand the core principles of modern LLMs and recent advances such as long-context reasoning and agent frameworks.
· Learn how to build reliable RAG pipelines and structured-output workflows.
· Explore practical applications relevant to pharmaceutical research and development.
· Gain hands-on experience through guided exercises.
Target Audience
Professionals in the pharmaceutical and biotechnology industries, including R&D, clinical, pharmacovigilance, and data/IT functions. Basic programming background is required.
Format
3–4 hours, combining lectures, live demonstrations, and guided mini-labs.
Brief Course Outline
1. Introduction and Motivation
· What are LLMs?
· Milestones and taxonomy
· Why do LLMs matter for pharmaceutical and biotechnology research?
2. LLM Fundamentals
· Transformer basics
· What is a Transformer?
· Architectural variants of Transformers
· encoder-only (BERT)
· encoder-decoder (T5)
· decoder-only (GPT)
· The core component: Attention mechanism 
· A quick recap of “Attention is All You Need”
· Tokenization (subword tokenization and positional encoding)
· “Which architecture fits my research scenario better: BERT, T5, or GPT?”
· How GPT models are trained and used
· Pre-training via next-token prediction (causal/autoregressive language modeling)
· Post-training: 
· Supervised finetuning and instruction tuning, 
· Reinforcement finetuning (Reinforcement Learning from Human Feedback, RLHF)
· Generation (sampling and temperature parameter)
· “For my research scenario, should I”:
· “Train a GPT from scratch”
· “Fine-tune one, or”
· “Use as-is”
· Current capabilities and limitations of state-of-the-art LLMs
· Capabilities (long-context model, complex instruction following, agent and tool use)
· Limitations (e.g., true creativity, planning, and hallucination)
3. Building Reliable Workflows (Key components)
· Prompt engineering
· System instructions and user prompts
· Context management
· Exemplars (e.g., “few-shot”)
· Role playing 
· Reasoning (e.g., chain-of-thought)
· RAG workflow
· Index construction
· Common retrieval methods
· Structured outputs 
· JSON Schema
· Validation and hinted retry
4. Hands-on Practice
· In the practical session, participants will work through a simplified end-to-end retrieval-augmented question answering workflow using Google Colab and the open-source PaperQA2 library. They will upload or access a small set of biomedical or pharmaceutical PDFs, build a lightweight document index, and issue natural language queries. Through this exercise, they will see how PaperQA2 performs evidence retrieval, summarization, and generates structured answers with citations. Participants will then inspect and discuss the outputs to understand how retrieval and structured generation work together to produce interpretable results. No local setup or paid tools are required.
5. Instructor
· Jiang Bian, PhD, Walther and Regenstrief Endowed Chair in Cancer Informatics, Chief Data Scientist, Indiana University Health, Chief Data Scientist, Regenstrief Institute, Associate Dean for Data Science, School of Medicine, Indiana University, Chief Research Information Officer, IU Melvin and Bren Simon Comprehensive Cancer Center, Regenstrief Institute Deputy Director, Indiana Clinical and Translational Sciences Institute (CTSI), Professor and Vice Chair for Translational Informatics Biostatistics and Health Data Science, School of Medicine, Indiana University
· Xing He, Ph.D., Assistant Professor, Department of Biostatistics and Health Data Science at the Indiana University School of Medicine, Faculty Lead for Strategic Data Science Infrastructure at the Regenstrief Institute. 
· Haining Wang, Ph.D. Haining Wang, Ph.D., is a Postdoctoral Fellow, Department of Biostatistics and Health Data Science at the Indiana University School of Medicine. 
